





Figure 1.

61



Figure 2.
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Appendix A: Tables and Figures
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Table Al. Standard Regressions on Student Achievement

Reading Math
No F.E. Teacher F.E. School F.E. No F.E. Teacher F.E. School F.E.
Student Characteristics
Black -0.069%** -0.073%** -0.073** -0.077** -0.081%** -0.081**
(0.002) (0.002) (0.002) (0.003) (0.002) (0.002)
FRL -0.056** -0.056** -0.058%* -0.086** -0.083%* -0.087**
(0.002) (0.002) (0.002) (0.003) (0.002) (0.002)
Parent(s) is coll duat 0.071** 0.064** 0.063** 0.196** 0.181%* 0.187**
arent(s) is college graduate
ges (0.002) (0.002) (0.002) (0.004) (0.002) (0.003)
Teacher Characteristics
-0.012%* -0.011 -0.008%* -0.015%* -0.021%* -0.016**
Advanced degree
(0.003) (0.007) (0.002) (0.006) (0.009) (0.002)
NBPTS certified 0.003 -0.012* 0.002 0.042** 0.007 0.034**
(0.005) (0.005) (0.003) (0.012) (0.006) (0.004)
. 0.032%** 0.044** 0.030** 0.058** 0.062** 0.052%**
1-2 years of experience
(0.004) (0.004) (0.003) (0.007) (0.006) (0.004)
3.5 years of experience 0.048%* 0.057** 0.042%* 0.066** 0.071%** 0.058**
(0.005) (0.005) (0.003) (0.008) (0.006) (0.004)
. 0.055** 0.059** 0.043** 0.072%* 0.067** 0.059**
6-12 years of experience
(0.005) (0.006) (0.003) (0.008) (0.008) (0.004)
. 0.067** 0.066** 0.053** 0.083** 0.079** 0.074**
13+ years of experience
(0.005) (0.008) (0.003) (0.008) (0.009) (0.004)
Mean SAT at undergraduate 0.000 -- -0.003%%* 0.002 - 0.002
Institution (0.001) - (0.001) (0.003) - (0.001)
Certification through NC approved 0.002 -- 0.003* 0.007 - 0.009%*
education program (0.003) - (0.002) (0.005) -- (0.002)
Licensure test performance 0.008** -- 0.003** 0.012%* - 0.011**
(standardized) (0.002) - (0.001) (0.004) - (0.001)
-0.001** 0.000 -0.001%** -0.002%** 0.000 -0.001**
Days of personal leave
(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
. -0.001** -0.001** -0.001** -0.003** -0.002** -0.002%**
Days of sick leave
(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
School and Classroom Characteristics
School percentage of free-lunch -0.096** 0.026** 0.050%** -0.227%* -0.079%* -0.136**
eligible students (0.009) (0.009) (0.008) (0.016) 0.012) (0.010)
School percentage of minority 0.032%* -0.044%* -0.029 0.114%* 0.079%* 0.1237%*
students (0.007) (0.012) (0.015) 0.012) (0.015) (0.019)
al - -0.002** -0.003** -0.002%* -0.004** -0.005%** -0.003**
ass size
(0.000) (0.000) (0.000) -(0.001) (0.000) (0.000)
Model Summary
Observations 554,457 554,457 554,457 554,457 554,457 554,457
R-squared 0.99 0.99 0.99 0.99 0.98 0.99

* significant at < 0.05; ** significant at <0.01. Robust standard errors in parentheses.

Note: All regressions include the following (unreported) student variables: test score history in both subjects, race and ethnicity, gender, and learning disabilities. Other teacher variables
(unreported) include the following: race and ethnicity, gender, and licensure type.
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Figure Al. Distribution of Student Test Scores, 2004
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Endnotes

" The debate over using matched teacher and student data for policy purposes was recently highlighted in
an article in Education Week, see Sawchuk (2008).

*2 Hanushek (1986, 1997) makes the case that observable teacher credentials are only weakly correlated
with teacher quality. More recently, several studies employ teacher fixed-effects models to estimate the
contribution of observable teacher characteristics relative to unobservable teacher factors (Aaronson et al.,
2003; Goldhaber et al., 1999; Koedel and Betts, 2007; Nye et al., 2004). They typically find, based on the
incremental improvement in R?, that the vast majority of the total variation in teacher quality (over 95
percent) is explained by unobservable teacher characteristics rather than readily quantifiable, observable
characteristics such as degree and experience levels.

3 See, for instance, Hanushek et al., 2004; Kane et al., 2006; Rockoff, 2004 for a discussion of general
variation in effectiveness; Boyd, et al., 2005a, Goldhaber, 2006a, and Kane et al., 2006 for a discussion of
variation by licensure area and licensure test performance; and Goldhaber 2006b and Sanders et al., 2005
by variation by NBPTS certification status.

* See Sanders et al. (1997) and Webster and Mendro (1997) for a discussion of systems currently used to
judge teacher performance.

> As described in Section II, we use a student’s full history of test scores to compute the teacher fixed
effects; thus, for the first cohort of 5™ grade students for whom we observe the full test score history is the
cohort in 3™ grade in the 1994-1995 school year. We are able to compute ten years of teacher effect
estimates, spanning 1997-2006.

% Note that we focus on self-contained classrooms so that subject area does not vary by teacher, class, or
school. However, the annual class grouping of students implies shared (and potentially unobservable)
environmental factors that will influence the performance of the entire class, contributing to positive
intra-class correlation among students in the same classroom that should be accounted for by clustering
students at the classroom level.

7 This may happen both formally through ability tracking of students, or more informally, for instance, if
“good” teachers are rewarded with choice class assignments or parents exert influence to get their
children into choice classrooms.

8 For example, to obtain accurate estimates of the effectiveness of teachers A, B, and C, at least some
students have to be common to teachers A and B, and B and C, or A and C, and B and C. When excluding
student covariates, identification of differences across the student population relies on the cross-
correlation between students. It is this mixing that ensures the cross-correlation estimates are valid.

? In the absence of this overlap there is no way to distinguish between teacher effects and mean
differences in performance that are associated with student background variables (such as parental
income).

' Rothstein’s (2008b) conclusion on the minimal bias in these estimates stems from the significance of
this vector in explaining variation in student achievement. This vector captures almost all of the variation
in student achievement, leaving very little room for non-random sorting or the like to bias student
estimates.

""'In an attempt to remove compounding influences from schools and classrooms in our teacher-year
estimates, we regressed our estimates on a second-stage regression which removed variation explained by
school and classroom variables. The unexplained residuals become the new teacher effect estimates.
Estimates stripped in this way are arguably less biased; however, the correlation coefficient between the
original raw effects and the stripped effects was greater than 0.99. Because these estimates show little
variation from the original estimates, we use the raw effect estimates as the relevant measure throughout
the paper.
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"2 While these estimates may better approximate teacher inputs, we still cannot say exactly how much of
any given estimate is “true” value added or how much is due to error. Error in these yearly estimates can
come from two sources—the sampling of students in the classroom and measurement error from the test
itself, which we assume is random and non-serially correlated. Complicating our identification of
effectiveness, however, is our inability to fully observe all relevant exogenous characteristics that could
impact student outcomes; hence, these unobservable variables become lumped in with the true random
errors. Due to this, we wish to carefully note that we cannot be sure any given estimate is actually correct,
and our analysis here is motivated by our desire to uncover any latent stability in these yearly estimates.

" Here and throughout the paper, whenever we use teacher-effect estimates as the dependent variable in a
regression, we use feasible generalized least squares, where our estimate of sigma is the sum of the OLS
estimate of sigma (times an n x n identity matrix) and the variance matrix of the fixed-effect estimates
themselves. This is the same technique used in Koedel and Betts (2007) and Aaronson et al. (2007).

' The basic model is Equation (1) with neither teacher nor school fixed effects, but instead including
observable teacher and school characteristics. We then add teacher and school fixed effects separately and
re-estimate. See Appendix A for the results of these baseline regression results.

"> We call the noise here “sampling error,” as other authors have, referring to the luck of the draw in
obtaining a given sample of students. An indirect part of this error is measurement error from the test
when attempting to make a valid measurement of each student’s cognitive ability, while other classroom-
level random components like the “chemistry” of a certain group of students working together enter
directly. Estimates of this sampling error remove variations to the within-classroom distribution of
students, but errors that are shared by all students (such as a dog barking outside on test day) will not be
adjusted for with this method.

'® This method attempts to remove sampling error from the total variance to uncover the variance of
“true” effectiveness. The sampling error is estimated with the average of the estimates’ robust standard
errors. Koedel and Betts (2008) propose an alternative adjustment method based on the scaled Wald
statistic that is heteroskedasticity robust. Both methods produce very similar results, so we only include
the former method of decomposition in Table 3, which generally produces slightly more conservative
estimates of the signal-to-noise ratios.

" We estimate the signal-to-noise ratio as the adjusted variance in the numerator over the estimate of the
sampling error in the denominator.

' In generating this Monte Carlo data, we used the lower-median signal-to-noise ratio computed in Table
2 (4.386 in math, 1.212 in reading); 100,000 observations were randomly generated.

' A small literature addresses how job performance changes with experience and seniority (see Skirbekk,
2003, for a review of relevant literature on this issue), and some studies have addressed the variability of
performance within the workforce over time (for example, see Judeisch and Schmidt, 2000). None of
these studies, however, speaks directly to the stability of individual job performance over time.

2 McCaffrey et al. (2008) report correlations on raw effects, dis-attenuated effects, and shrunken
Empirical Bayes estimates. The correlations we report here are on the raw estimated teacher effects that
have been re-centered in each year so that the weighted sum of all effects within a year equals zero. Scalar
transformations of the effects through dis-attenuation or Empirical Bayes shrinkage will alter these raw
effects (and the correlations), but the within-year ranking of teachers will remain unchanged.

*! The chi-square test statistics (with 16 degrees of freedom) are 1096.8 in reading and 3386.8 in math.
The p-values are virtually zero in both cases.

22 Under the assumption of stable teacher effectiveness, the only difference between the two years of
estimates should be the sample of students used to generate our estimates.

%3 In math, the chi-squared statistic for differences between the observed transition matrix in math and the
simulated transition matrix was 40461.3 (16 d.f., p-value <0.001); in reading, the statistic was 1110.9 (p-
value < 0.001). By way of comparison, a dataset simulated under a data-generating process with a signal-
to-noise ratio of 1.0 resulted in a year-to-year correlation coefficient of 0.51 (comparable to the observed

67



correlation coefficient in math); using a signal-to-noise ratio of 0.45 resulted in a correlation of 0.32
(similar to the observed correlation in reading).

** For instance, a teacher whose teacher effect in year 7 puts her at the 84™ percentile of performance will
be in the top quintile, while in year ¢+, she will be in the second quintile whether her teacher effect drops
by only 5 percentile points (to the 79" percentile) or by a much larger 24 percentile points (putting her at
the 60" percentile).

** We chose to use classes with 23 or more students as the base for this comparison because it fell at the
75" percentile of the distribution of all class sizes. This ensures the comparison group is large enough to
be a meaningful representation of our data.

%6 Aggregating teacher performance over multiple years, however, may mask changes in teacher
performance over time.

%7 We further assessed the extent to which the stability of teacher-performance estimates may vary over
the course of a teacher’s career by separately predicting future performance on lagged effectiveness
estimates for teachers in each experience bin. The prediction coefficients were then compared across
experience levels. As above, this test showed no evidence of time dependence in the coefficients — thus
providing no counter-evidence to the hypothesis on stable job performance over the course of a teacher’s
career.

*¥ Individual-year estimates of teacher effectiveness are found to be highly correlated with the multi-year
estimates (based on the longest panel of information we have for teachers in our sample). Not
surprisingly, the correlation is higher between these estimates in math than it is in reading, but in both
subjects it is well above 0.7.

** The requirements for achieving tenure in North Carolina are described in Section 1803 of Joyce (2000).
*® There is, of course, the possibility of non-random attrition from the sample prior to the tenure point too,
so the findings should be considered to be representative, conditional on attaining tenure and teaching at
least one year.

3! We also controlled using the percentile ranking instead of the raw teacher effect. Results were similar,
but slightly higher using the raw effects, so we report these here. Also, to facilitate the comparison of
these regression estimates across multiple years, we standardized student test scores within each year
(rather than the standardization based on grade 3 performance for each cohort). This destroys any changes
in variance in the cohort over time, but maintains the within-cohort changes in student achievement. This
applies to the findings in Table 8 only.

*2 Not all teachers teach 3 or more students of every demographic, so the sample size for each cell varies
depending on the number of teachers observed teaching students of those demographics in the same year.
The sample size varies from 28,920 (for the cross-correlation of male-female students) to 732 (the
correlation of above-average and Hispanic students). Aside from correlations on Hispanic students,
however, all other cells have more than 8,000 observations.

3 We categorize students as FRL eligible using their status in their fifth-grade year. Students are
categorized into previous achievement categories using test performance in the third grade (since fourth
grade performance could be correlated with assignment to the fifth-grade teacher). “Average” students are
those whose standardized performance in both subjects in the third grade (summed together) is within two
standard deviations of the mean.

** The very same argument can be made about substituting school fixed effects for school characteristic
variables; however, we do not estimate models with school fixed effects because there are too few schools
that are large enough to provide for meaningful within-school comparisons of teachers.
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